
Detection Skills:
Every Detection Is an 

Intelligent Security Workflow
Detection Skills encode your triage, investigation, and tuning expertise 

onto the detection, so when it fires, AI works the alert your way.

THE REALITY

Detection Was Only Ever 
Half the Job

A rule finds the pattern and 
stops. The judgment that 
follows (triage, investigation, 
and tuning) lived in analysts' 
heads and left with every 
resignation. Defenders 
automated the match, and 
stopped there.

THE CONSTRAINT 

Your AI SOC Works Every 
Alert the Same Generic Way

Bolt-on AI SOC tools triage 
from one generic playbook. 
They don't know this user is a 
payments approver or what a 
true positive looks like for this 
detection. Accelerating a 
context-blind call just reaches 
the wrong answer faster.

THE OPPORTUNITY

Encode Your Judgment 
On the Detection

Detection Skills put your triage, 
investigation, and tuning 
expertise inside the detection 
as versioned, auditable logic, 
built on Anthropic's Agent 
Skills. The open standard is live 
now at detectionskills.io and 
runs in Vega.

THE OUTCOME

Lower MTTD and MTTR, 
Every Alert Worked Your Way

When the detection fires, AI 
works the alert against your 
guidance and shows its 
reasoning. One large digital 
commerce company cut mean 
triage time from 1 hour to under 
2 minutes.

Detection is a loop, not a rule

Detection

Tuning

Triage

Investigation

Triage skill v.1.0.0

name: suspicious-signin-triage

description: Triage an alert of this class to escalate or dismiss. Describe 
what fires and how to tell the benign case apart from the threat.

version: 1.0.0

type: Triage

 

# Triage Steps

 

This whole class is noisy — failed logins, lockouts, password sprays, 
impossible travel. The alert itself is almost never the signal. Broken clients, 
expired passwords, VPNs, people traveling — they throw off failures and 
odd-country logins all day. What I actually care about is whether an 
attempt *succeeded* and whose account it is.

 

So I read three things:

- Did a success follow the failures for the same actor?

- What's the account status — active, terminated, or a service account?

- How do the geo and device compare to that account's baseline?

Also weight how this rule's been handled before on this actor. If it fires 
daily on some service account and always closes benign, I start near 
dismiss — but a success or a credential change breaks that pattern and it's 
back in play.

 

To confirm a takeover instead of guessing, pull the thread after the 
successful login: did the same session change a password, add a 
forwarding rule, register new MFA, or download in bulk?

 

# Output

 

## Decision // [escalate, dismiss]

 

Escalate when:

- a spray or brute-force run ends in a successful login for the same actor

- there's *any* activity on a terminated or disabled account

- a first-time-country login actually succeeded (not just a geo jump — a 
successful one)

- a success comes from a device/OS/client the account has never used

A success after the noise is the strongest escalator — lean escalate even if 
everything else looks clean.

 

Dismiss when it's failures-only with no success, a known service account 
failing from its usual fixed IP, or a geo jump a known VPN explains — as 
long as the account's active and matches baseline. But dismiss is a positive 
call, not "I didn't see anything bad." If I can't place the source or confirm 
account status, I escalate.

 

## Evidence

 

Whether a success followed the failures, account status (active / 
terminated / automation), source IP and its reputation, whether it's a 
known VPN or fixed egress, country and OS vs. the actor's history, and 
how this rule was handled here before.

 

## Reasoning

 

Two or three sentences naming which leads decided it and how they 
stacked. E.g. spray ending in a successful login plus a forwarding-rule 
change = escalate on its own. Service account failing all day from its usual 
IP with no success = dismiss.

Detections

MFA push flood

Rogue MFA device added

Residential proxy login

Suspicious inbox rule

Bulk SharePoint pull

Author the Skill once. When the detection fires, triage, investigation, and tuning run as one loop, and every step 
returns its evidence and reasoning. 

Your Best People's Judgment, Encoded and Governed

Expertise and judgment on the detection, built on Anthropic's Agent Skills. Without Detection Skills, that judgment sits in playbooks and people's heads. With them, it 
runs on the detection itself, the moment it fires.
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Encode Expertise Once, Reuse It 
Everywhere

Detections That Sharpen With Each 
Incident

Write your triage, investigation, and tuning 
logic once as a versioned Detection Skill, 
then attach it to one detection or 
hundreds. Improve it in one place and 
every detection inherits the change.

Triage feeds investigation, investigation feeds 
tuning, and tuning proposes concrete changes 
to the detection's query, thresholds, and 
exclusions. Every proposal is human-reviewed 
and reversible, so quality compounds.

Improve once, every detection inherits it Every change human-reviewed and reversible

Bridge the Skills Gap, Detection by 
Detection

A Skill runs your senior team's reasoning 
against the alert, on Vega and native third-
party alerts alike, and shows its work. The 
gap between your best responder and your 
newest hire closes, without years of ramp.


Runs on Vega and third-party alerts
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What Detection Skills Unlock

Skills On the Detection

Triage, Investigation, and 
Tuning Skills, Attached to the 
Detection
The context your engineer had at 
authoring travels with the alert to 
every agent, so nothing gets re-
investigated from scratch.



Triage returns escalate or suppress, 
with rationale



Investigation returns a verdict and 
recommended actions  

Tuning returns exclude, include, 
modify, or fork



Open Skill Library

A Reusable, Versioned, Open Library
Detections inherit expert triage on day one from an open, MITRE-aligned Skill 
library, managed in the UI and via API. Start with 40+ Skills from Vega Research, 
then author only what's specific to you.

Bulk Attach

Operationalize Hundreds in One Action
Bulk-assign a Skill by package, source, or label, so expert triage and tuning reach 
hundreds of detections at once, not one rule at a time.

Transparency & Trust

Whitebox and Human-in-the-Loop
See exactly what the AI did and why. Every run shows its evidence and reasoning, 
and every tuning change ships only after your engineer approves it, so it stays 
defensible to an auditor or board.

A Large Digital Commerce Company: One Hour of Triage to Under Two Minutes

<2 min.

By encoding triage, investigation, and tuning into Detection Skills on Vega, the team moved the work upstream: 
triage runs the moment a detection fires, and the noise is handled before an alert exists.

90 %
Mean triage time

Down from 1 hour. Triage 
Skills work the alert before 
it reaches a human.

Investigation time reduction

Hours of manual investigation 
collapsed to minutes with 
defenders’ judgment and 
context applied.

Pre-alert
Where the noise stops

Detection Skills start triage and 
enrichment before an alert 
exists, so only what matters 
escalates.

Same day
New detections, covered

Each one ships with expert triage 
and tuning the day it is authored, 
not weeks later.

Author Once. The Skill Runs Triage, Investigation, and Tuning on Every Fire.

1

Author the Skill

Attach your triage, investigation, 
and tuning logic to the 
detection: baselines, escalation 
criteria, enrichment, exceptions, 
and correlation. Written once, 
versioned.

2

Triage the Moment 
It Fires

The Skill travels with the 
alert. Triage skills apply 
your baselines and 
exceptions, then escalates 
or suppresses, with its 
rationale.

3

Investigate to a 
Verdict

The investigation agent inherits 
the Skill's context, builds the 
timeline, entities, and blast 
radius, and returns a verdict with 
recommended actions.

4

Tune and 
Compound

Tuning proposes exclusions 
and changes grounded in 
real verdicts. Your engineer 
approves each one, so every 
incident leaves the system 
sharper than it found it.

Architect a Whole World of Agentic Reasoning 
beyond Triage, Investigation, & tuning

Attackers already share their tooling. Detection Skills let defenders' judgment compound the same way: 
encode it once, run it on every detection, and improve it in one place. Triage, investigation, and tuning are the 
first Skills, not the limit. Because the standard is open, your Cyber Defense Engineers can architect new kinds 

of agentic reasoning on the detection itself, tuned to your environment. It's live at detectionskills.io, built on 
Anthropic's Agent Skills, and runs deepest in SAM.

Get a demo
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